
Chapter 8
The Rendering Engine

Foundations of Depth-Buffered
Triangle Rasterization



8.1 Describing a Scene



3D
 V

irt
ua

l W
or

ld Virtual scene

Virtual camera

Various light 
sources

Visual properties

Shading





Real-time rendering engines perform the steps 
listed above repeatedly, displaying rendered 
images at a rate of 30, 50, or 60 frames per 
second to provide the illusion of motion.

Usually much less time is available, because 
bandwidth is also consumed by other
engine systems like animation, AI, collision 
detection, physics simulation, audio,
player mechanics, and other gameplay logic.



Describing a Scene



A real-world scene is composed of objects. Some objects are 
solid, like a brick, and some are amorphous, like a cloud of 
smoke, but every object occupies a volume of 3D space. 

An object might be opaque (in which case light cannot
pass through its volume), 

transparent (in which case light passes through it without 
being scattered, so that we can see a reasonably clear image of 
whatever is behind the object), 

or translucent (meaning that light can pass through the object 
but is scattered in all directions in the process, yielding only a 
blur of colors that hint at the objects behind it).



A. Representations Used by High-End 
Rendering Packages



Theoretically, a surface is a two-dimensional 
sheet comprised of an infinite number of 
points in three-dimensional space

𝑥𝑥2 + 𝑦𝑦2 + 𝑧𝑧2 = 𝑅𝑅2



In the film industry, 
surfaces are often 
represented by a 
collection of 
rectangular patches 
each formed from a 
two-dimensional 
spline defined by a 
small
number of control 
points





High-end film rendering engines like Pixar’s RenderMan
use subdivision surfaces to define geometric shapes. 
Each surface is represented by a mesh of control 
polygons (much like a spline), but the polygons can be 
subdivided into smaller and smaller polygons using the 
Catmull-Clark algorithm





B. Triangle Meshes



Game developers have traditionally modeled 
their surfaces using triangle meshes. Triangles 
serve as a piece-wise linear approximation to 
a surface, much as a chain of connected line 
segments acts as a piece-wise approximation
to a function or curve.





The triangle is the simplest type of 
polygon

A triangle is always planar

Triangles remain triangles under most 
kinds of transformations

Triangle rasterization



Tessellation

The term tessellation describes a process of dividing a surface up into a 
collection of discrete polygons (which are usually either quadrilaterals, 
also known as quads, or triangles). 

Triangulation is tessellation of a surface into triangles.



http://www.nvidia.com/object/tessellation.html

After a coarse model (left) goes through tessellation, a smooth model is produced (middle). When 
displacement mapping is applied (right), characters approach film-like realism.
© Kenneth Scott, id Software 2008



Tessellation

Subdivision surfaces can achieve this ideal—surfaces can be tessellated based
on distance from the camera, so that every triangle is less than one pixel in
size.

Game developers often attempt to approximate this ideal of uniform triangle-
to-pixel density by creating a chain of alternate versions of each triangle
mesh, each known as a level of detail (LOD).



http://glasnost.itcarlow.ie/~powerk/GeneralGraphicsNotes/levelofdetail/levelofdetail.jpg



Tessellation

Some game engines apply dynamic tessellation techniques to expansive
meshes like water or terrain. 

In this technique, the mesh is usually represented by a height field defined on 
some kind of regular grid pattern. The region of the mesh that is closest to the 
camera is tessellated to the full resolution of the grid. Regions that are farther 
away from the camera are tessellated using fewer and fewer grid points.





Tessellation

Some game engines apply dynamic tessellation techniques to expansive
meshes like water or terrain. In this technique, the mesh is usually represented
by a height fi eld defi ned on some kind of regular grid patt ern. The region of
the mesh that is closest to the camera is tessellated to the full resolution of
the grid. Regions that are farther away from the camera are tessellated using
fewer and fewer grid points.



Tessellation

Progressive meshes are another technique for dynamic tessellation and 
LODing. With this technique, a single high-resolution mesh is created for 
display when the object is very close to the camera.



C. Constructing a Triangle Mesh



Winding 
Order

A triangle is defined by the position vectors of its three vertices, which we can
denote p1, p2 , and p3. The edges of a triangle can be found by simply 
subtracting the position vectors of adjacent vertices.

𝑒𝑒23 = p3– p1. 𝑒𝑒13 = p3– p1, 𝑒𝑒12 = p2– p1,



Winding 
Order

The normalized cross product of any two edges defines a unit face normal N:

N =
e12 × e13
e12 × e13



Triangle Lists

The easiest way to define a mesh is simply to list the vertices in groups of
three, each triple corresponding to a single triangle. This data structure is
known as a triangle list ;



Indexed 
Triangle Lists

Most rendering engines make use of a more efficient data structure known as 
an indexed triangle list . The basic idea is to list the vertices once with no 
duplication and then to use light-weight vertex indices (usually occupying only 
16 bits each) to define the triples of vertices that constitute the triangles.





Strips and 
Fans

Specialized mesh data structures known as triangle strips and triangle fans are
sometimes used for game rendering. 

Both of these data structures eliminate the need for an index buffer, while still 
reducing vertex duplication to some degree. 

They accomplish this by predefining the order in which vertices must
appear and how they are combined to form triangles.



A triangle strip.



In a strip, the first three vertices define the first triangle. Each 
subsequent vertex forms an entirely new triangle, along with 
its previous two neighbors.

To keep the winding order of a triangle strip consistent, the 
previous two neighbor vertices swap places after each new 
triangle.

In a fan, the first three vertices define the first triangle and 
each subsequent vertex defines a new triangle with the 
previous vertex and the first vertex in the fan.



A triangle fan.



Vertex Cache 
Optimization

A vertex cache optimizer is an offline geometry processing tool that attempts to 
list the triangles in an order that optimizes vertex reuse within the cache. 

It generally takes into account factors such as the size of the vertex cache(s) 
present on a particular type of GPU and the algorithms used by the GPU to 
decide when to cache vertices and when to discard them. 

For example, the vertex cache optimizer included in Sony’s Edge geometry 
processing library can achieve rendering throughput that is up to 4% better 
than what is possible with triangle stripping.





D. Model Space



The position vectors of a triangle mesh’s vertices 
are usually specified relative to a convenient local 
coordinate system called model space , local 
space, or object space. 

The origin of model space is usually either in the 
center of the object or at some other convenient 
location, like on the floor between the feet of a 
character or on the ground at the horizontal 
centroid of the wheels of a vehicle.



For a little mathematical rigor, we can define 
three unit vectors F, L (or R), and U 

and map them as desired onto the
unit basis vectors i, j, and k (and hence to 
the x-, y-, and z-axes, respectively)
in model space. 

For example, a common mapping is L = i, U 
= j, and F = k.



E. World Space and Mesh Instancing



Many individual meshes are composed into a complete 
scene by positioning and orienting them within a 
common coordinate system known as world space . 

Any one mesh might appear many times in a scene-
examples include a street lined with identical lamp 
posts, a faceless mob of soldiers, or a swarm of spiders 
attacking the player. 

We call each such object a mesh instance



A mesh instance contains a reference to its shared mesh data 
and also includes a transformation matrix that converts the 
mesh’s vertices from model space to world space, within the 
context of that particular instance. This matrix is called the 
model-to-world matrix, or sometimes just the world matrix

𝐌𝐌𝑀𝑀→𝑊𝑊 = (𝐑𝐑𝐑𝐑)𝑀𝑀→𝑊𝑊 𝟎𝟎
𝐭𝐭𝑀𝑀 1

where the upper 3 × 3 matrix (RS)M→W rotates and scales model-space vertices into world 
space, and tM is the translation of the model space axes expressed in world space



If we have the unit model space basis vectors 
𝐢𝐢𝑀𝑀 , 𝐣𝐣𝑀𝑀 , and 𝐤𝐤𝑀𝑀 , expressed in world space 
coordinates, this matrix can also be written
as follows:

𝐌𝐌𝑀𝑀→𝑊𝑊 =

𝐢𝐢𝑀𝑀
𝐣𝐣𝑀𝑀
𝐤𝐤𝑀𝑀
𝐭𝐭𝑀𝑀

0
0
0
1



Given a vertex expressed in model-space 
coordinates, the rendering engine calculates 
its world-space equivalent as follows:

𝐯𝐯𝑀𝑀 = 𝐯𝐯𝑀𝑀𝐌𝐌𝑀𝑀→𝑊𝑊

We can think of the matrix MM→W as a description of the position and 
orientation of the model space axes themselves, expressed in world space 
coordinates.

Or we can think of it as a matrix that transforms vertices from model space 
to world space



8.2 Describing the Visual 
Properties of a Surface



In order to properly render and light a surface, we need a 
description of its visual properties. Surface properties include 
geometric information, such as the direction of the surface 
normal at various points on the surface. 

They also encompass a description of how light should interact 
with the surface:
diffuse color, shininess/reflectivity, roughness or texture, degree of 
opacity or transparency, index of refraction, and other optical 
properties. 

Surface properties might also include a specification of how the 
surface should change over time 



A. Introduction to Light and Color



Light is electromagnetic radiation; it acts like both 
a wave and a particle in different situations. The 
color of light is determined by its intensity I and its 
wavelength λ (or its frequency f, where f = 1/λ). 

The visible gamut ranges from a wavelength of 
740 nm (or a frequency of 430 THz) to a 
wavelength of 380 nm (750 THz).





Light-Object 
Interactions

Light can have many complex interactions with matter . 

Its behavior is governed in part by the medium through which it is traveling and 
in part by the shape and properties of the interfaces between different types of 
media (airsolid, air-water, water-glass, etc.). 

Technically speaking, a surface is really just an interface between two different 
types of media.



It can be absorbed It can be reflected

It can be 
transmitted 

through an object, 
usually being 

refracted (bent) in 
the process

It can be diffracted 
when passing 
through very 

narrow openings.



Light-Object 
Interactions

Only certain wavelengths may be 
absorbed by a surface, while others are
reflected. This is what gives rise to our 
perception of the color of an object.

For example, when white light falls on a 
red object, all wavelengths except
red are absorbed, hence the object 
appears red. The same perceptual effect 
is achieved when red light is cast onto a 
white object—our eyes don’t know the
difference.



Light-Object 
Interactions

Reflections can be diffuse, meaning that an 
incoming ray is scattered equally
in all directions. 

Reflections can also be specular, meaning that an 
incident light ray will reflect directly or be spread 
only into a narrow cone. 

Reflections can also be anisotropic, meaning that 
the way in which light reflects from a surface 
changes depending on the angle at which the 
surface is viewed.



Light-Object 
Interactions

When light is transmitted through a volume, it can be scattered (as is the
case for translucent objects), partially absorbed (as with colored glass), or 
refracted (as happens when light travels through a prism). 

The refraction angles can be different for different wavelengths, leading to 
spectral spreading. This is why we see rainbows when light passes through 
raindrops and glass prisms. 

Light can also enter a semi-solid surface, bounce around, and then exit
the surface at a different point from the one at which it entered the surface. 
We call this subsurface scattering , and it is one of the effects that gives skin, 
wax, and marble their characteristic warm appearance.





Application



Color Spaces 
and Color 
Models

A color model is a three-dimensional coordinate 
system that measures colors.

A color space is a specific standard for how 
numerical colors in a particular color model should 
be mapped onto the colors perceived by human 
beings in the real world. 

Color models are typically three-dimensional 
because of the three types of color sensors (cones) 
in our eyes, which are sensitive to different 
wavelengths of light.

Color (0, 0, 0) represents
Color (1, 1, 1) represents white



Color Spaces 
and Color 
Models

When colors are stored in a bitmapped image, 
various color formats can be employed. 

A color format is defined in part by the 
number of bits per pixel it occupies and, more 
specifically, the number of bits used to 
represent each color channel.





Opacity and 
the Alpha 
Channel

A fourth channel called alpha is oft en tacked on to RGB color vectors. 

When stored in an image pixel, alpha represents the opacity of the pixel. RGB 
color formats can be extended to include an alpha channel, in which
case they are referred to as RGBA or ARGB color formats. 

For example, RGBA8888 is a 32 bit-per-pixel format with eight bits each for red, 
green, blue, and alpha. RGBA5551 is a 16 bit-per-pixel format with one-bit 
alpha; in this format, colors can either be fully opaque or fully transparent



THIS IS NOT RGB888. RGB888 = 24 Bit, while RGB8888 = 32 Bit



B. Vertex Attributes



The simplest way to describe the visual properties of a surface 
is to specify them at discrete points on the surface. The 
vertices of a mesh are a convenient place to store surface 
properties, in which case they are called vertex attributes .

A typical triangle mesh includes some or all of the following 
attributes at each vertex. As rendering engineers, we are of 
course free to define any additional attributes that may be 
required in order to achieve a desired visual effect on-screen.



Position 
vector

𝐩𝐩𝑖𝑖 = 𝑝𝑝𝑖𝑖𝑖𝑖 𝑝𝑝𝑖𝑖𝑖𝑖 𝑝𝑝𝑖𝑖𝑖𝑖

This is the 3D position of the 𝑖𝑖th vertex in the 
mesh. 

It is usually specified in a coordinate space local 
to the object, known as model space



Vertex 
normal

𝐧𝐧𝑖𝑖 = 𝑛𝑛𝑖𝑖𝑖𝑖 𝑛𝑛𝑖𝑖𝑖𝑖 𝑛𝑛𝑖𝑖𝑖𝑖

This vector defines the unit surface normal
at the position of vertex 𝑖𝑖. 

It is used in per-vertex dynamic lighting 
calculations.



Vertex 
tangent and 
bitangent

𝐭𝐭𝑖𝑖 = 𝑡𝑡𝑖𝑖𝑖𝑖 𝑡𝑡𝑖𝑖𝑖𝑖 𝑡𝑡𝑖𝑖𝑖𝑖
And

𝐛𝐛𝑖𝑖 = 𝑏𝑏𝑖𝑖𝑖𝑖 𝑏𝑏𝑖𝑖𝑖𝑖 𝑏𝑏𝑖𝑖𝑖𝑖

These two unit vectors lie perpendicular to one another and 
to the vertex normal 𝐧𝐧𝑖𝑖. Together, the three vectors 𝐧𝐧𝑖𝑖, 𝐭𝐭𝑖𝑖 , 
and 𝐛𝐛𝑖𝑖 define a set of coordinate axes known as tangent 
space . 

This space is used for various per-pixel lighting calculations, 
such as normal mapping and environment mapping.



Diffuse color

𝐝𝐝𝑖𝑖 = 𝑑𝑑𝑅𝑅𝑖𝑖 𝑑𝑑𝐺𝐺𝑖𝑖 𝑑𝑑𝐵𝐵𝑖𝑖 𝑑𝑑𝐴𝐴𝑖𝑖

This four-element vector describes the diff use 
color of the surface, expressed in the RGB color 
space. 

It typically also includes a specification of the 
opacity or alpha (A) of the surface at the position 
of the vertex. 

This color may be calculated off –line (static 
lighting) or at runtime (dynamic lighting)



Specular 
color

𝐬𝐬𝑖𝑖 = 𝑠𝑠𝑅𝑅𝑖𝑖 𝑠𝑠𝐺𝐺𝑖𝑖 𝑠𝑠𝐵𝐵𝑖𝑖 𝑠𝑠𝐴𝐴𝑖𝑖

This quantity describes the color of the specular 
highlight that should appear when light reflects 
directly from a shiny surface onto the virtual 
camera’s imaging plane.



Texture 
coordinates

𝐮𝐮𝑖𝑖𝑖𝑖 = 𝑢𝑢𝑖𝑖𝑖𝑖 𝑣𝑣𝑖𝑖𝑖𝑖

Texture coordinates allow a two- (or sometimes three-) 
dimensional bitmap to be “shrink wrapped” onto the surface of a 
mesh—a process known as texture mapping. 

A texture coordinate (u, v) describes the location of a particular 
vertex within the two-dimensional normalized coordinate space 
of the texture. 

A triangle can be mapped with more than one texture; hence it 
can have more than one set of texture coordinates. We’ve 
denoted the distinct sets of texture coordinates via the subscript 
j above.



Skinning 
weights

𝐬𝐬𝐤𝐤𝑖𝑖𝑖𝑖 = 𝑘𝑘𝑖𝑖𝑖𝑖 𝑤𝑤𝑖𝑖𝑖𝑖

In skeletal animation, the vertices of a mesh are
attached to individual joints in an articulated 
skeleton. In this case, each vertex must specify to 
which joint it is attached via an index, k. 

A vertex can be influenced by multiple joints, in 
which case the final vertex position becomes a 
weighted average of these influences. Thus, the 
weight of each joint’s influence is denoted by a 
weighting factor w.



C. Vertex Formats



Vertex attributes are typically stored within a 
data structure such as a C struct or a C++ 
class. 

The layout of such a data structure is known 
as a vertex format. Different meshes require 
different combinations of attributes and 
hence need different vertex formats. 



struct Vertex1P
{

Vector3 m_p; // position
};

struct Vertex1P1N1UV
{

Vector3 m_p; // position
Vector3 m_n; // vertex normal
F32 m_uv[2]; // (u, v) texture coordinate

};



D. Attribute Interpolation



The attributes at a triangle’s vertices are just a 
coarse, discretized approximation to the visual 
properties of the surface as a whole. 

When rendering a triangle, what really matters are 
the visual properties at the interior points of the
triangle as “seen” through each pixel on-screen. In 
other words, we need to know the values of the 
attributes on a per-pixel basis, not a per-vertex 
basis.







Vertex 
Normals and 
Smoothing

The simplest way to light a mesh is to calculate the color of the surface on a 
per-vertex basis. In other words, we use the properties of the surface and the 
incoming light to calculate the diffuse color of each vertex (𝐝𝐝𝑖𝑖). 

These vertex colors are then interpolated across the triangles of the mesh via 
Gouraud shading.



Vertex 
Normals and 
Smoothing

As an example, consider a tall, thin, 
four-sided box. If we want the box
to appear to be sharp-edged, we can 
specify the vertex normals to be 
perpendicular to the faces of the box. 

As we light each triangle, we will 
encounter the same normal vector at all 
three vertices, so the resulting lighting 
will appear flat, and it will abruptly 
change at the corners of the box just as 
the vertex normals do.





E. Textures



To overcome the limitations of per-vertex surface attributes, rendering 
engineers use bitmapped images known as texture maps. A texture oft 
en contains color information and is usually projected onto the triangles 
of a mesh. 

A texture can contain other kinds of visual surface properties as well as 
colors. And a texture needn’t be projected onto a mesh—for example, a 
texture might be used as a stand-alone data table. 

The individual picture elements of a texture are called texels to 
differentiate them from the pixels on the screen.



Types of 
Textures

The most common type of texture is known as a diffuse map , or albedo map . 
It describes the diff use surface color at each texel on a surface and acts like a 
decal or paint job on the surface.



Normal Mapping



Gloss Mapping



Texture 
Coordinates

Let’s consider how to project a two-dimensional texture onto a 
mesh. To do
this, we define a two-dimensional coordinate system known as 
texture space.

A texture coordinate is usually represented by a normalized pair of 
numbers denoted (u, v). These coordinates always range from (0, 
0) at the bottom left corner of the texture to (1, 1) at the top right. 

Using normalized coordinates like this allows the same coordinate 
system to be used regardless of the dimensions of the texture.





Texture 
Addressing 
Modes

Texture coordinates are permitted to extend beyond the [0, 1] 
range. The graphics hardware can handle out-of-range texture 
coordinates in any one of the following ways. These are known 
as texture addressing modes; which mode is used is under the 
control of the user.







http://drzovil.blogspot.com/2007/04/texture-
addressing-modes.html



Texture 
Format

Texture bitmaps can be stored on disk in virtually any image 
format provided your game engine includes the code 
necessary to read it into memory. Common formats include 
Targa (.tga), Portable Network Graphics (.png), Windows 
Bitmap (.bmp), and Tagged Image File Format (.tif).



Texel Density 
and 
Mipmapping

Imagine rendering a full-screen quad (a rectangle composed of 
two triangles) that has been mapped with a texture whose 
resolution exactly matches that of the screen. In this case, each 
texel maps exactly to a single pixel on-screen, and we say that 
the texel density (ratio of texels to pixels) is one. 

When this same quad is viewed at a distance, its on-screen 
area becomes smaller. The resolution of the texture hasn’t 
changed, so the quad’s texel density is now greater than one 
(meaning that more than one texel is contributing to each 
pixel).







For each texture, we create a sequence of 
lower-resolution bitmaps, each of which is 
one-half the width and one-half the height of 
its predecessor. 

We call each of these images a mipmap, or 
mip level. For example, a 64 × 64 texture 
would have the following mip levels: 64 × 64, 
32 × 32, 16 × 16, 8 × 8, 4 × 4, 2 × 2, and 1 × 1.





World Space 
Texel Density

The term “texel density ” can also be used to describe the ratio 
of texels to world space area on a textured surface. For 
example, a two meter cube mapped with a 256 × 256 texture 
would have a texel density of 2562/22 = 16,384. 

We will call this world space texel density to differentiate it 
from the screen space texel density we’ve been discussing thus 
far.



Texture 
Filtering When rendering a pixel of a textured triangle, the graphics 

hardware samples the texture map by considering where the 
pixel center falls in texture space. 

There is usually not a clean one-to-one mapping between 
texels and pixels, and pixel centers can fall at any place in 
texture space, including directly on the boundary between two 
or more texels. 

Therefore, the graphics hardware usually has to sample more 
than one texel and blend the resulting colors to arrive at the 
actual sampled texel color. We call this texture filtering.



Nearest neighbor . In this crude approach, 
the texel whose center is closest to the pixel 
center is selected. When mipmapping is 
enabled, the mip level is selected whose 
resolution is nearest to but greater than the 
ideal theoretical resolution needed to 
achieve a screen-space texel density of one.

Bilinear . In this approach, the four texels 
surrounding the pixel center are sampled, 
and the resulting color is a weighted average 
of their colors (where the weights are based 
on the distances of the texel centers from the 
pixel center). When mipmapping is enabled, 
the nearest mip level is selected.





Trilinear . In this approach, bilinear 
filtering is used on each of the two 
nearest mip levels (one higher-res 
than the ideal and the other 
lowerres), and these results are 
then linearly interpolated. This 
eliminates abrupt visual boundaries 
between mip levels on-screen.

Anisotropic . Both bilinear and trilinear fi 
ltering sample 2 × 2 square blocks of texels. 
This is the right thing to do when the 
textured surface is being viewed head-on, 
but it’s incorrect when the surface is at an
oblique angle relative to the virtual screen 
plane. Anisotropic filtering samples texels 
within a trapezoidal region corresponding to 
the view angle, thereby increasing the 
quality of textured surfaces when viewed
at an angle.







F. Materials



A material is a complete description of the 
visual properties of a mesh. 

This includes a specification of the textures 
that are mapped to its surface and also 
various higher-level properties, such as 
which shader programs to use when 
rendering the mesh, the input parameters 
to those shaders, and other parameters 
that control the functionality of the graphics 
acceleration hardware itself.



8.3 Lighting Basics



Lighting is at the heart of 
all CG rendering. Without 
good lighting, an 
otherwise beautifully 
modeled scene will look 
flat and artificial.









A. Local and Global Illumination Models



Rendering engines use various mathematical models of light-
surface and light-volume interactions called light transport 
models . The simplest models only account for direct lighting in 
which light is emitted, bounces off a single object in the scene, 
and then proceeds directly to the imaging plane of the virtual 
camera.

Such simple models are called local illumination models , 
because only the local effects of light on a single object are 
considered; objects do not affect one another’s appearance in 
a local lighting model.





B. The Phong Lighting Model



The ambient term models the overall lighting level of the scene. It is a
gross approximation of the amount of indirect bounced light present
in the scene. Indirect bounces are what cause regions in shadow not to
appear totally black.

The diffuse term accounts for light that is reflected uniformly in all 
directions from each direct light source. This is a good approximation to 
the way in which real light bounces off a matt e surface, such as a block 
of wood or a piece of cloth.

The specular term models the bright highlights we sometimes see when 
viewing a glossy surface. Specular highlights occur when the viewing
angle is closely aligned with a path of direct reflection from a light
source.



Calculate 
Phong model

The viewing direction vector 𝐕𝐕 = [ 𝑉𝑉𝑖𝑖 𝑉𝑉𝑖𝑖 𝑉𝑉𝑖𝑖]
• which extends from the reflection point to the virtual camera’s focal point 

(i.e., the negation of the camera’s world-space “front” vector);

the ambient light intensity for the three color channels 𝐀𝐀 = [ 𝐴𝐴𝑅𝑅 𝐴𝐴𝐺𝐺 𝐴𝐴𝐵𝐵]

the surface normal 𝐍𝐍 = [ 𝑁𝑁𝑖𝑖 𝑁𝑁𝑖𝑖 𝑁𝑁𝑖𝑖]
• at the point the light ray impinges on the surface;





Blinn-Phong

The Blinn-Phong lighting model is a variation on Phong shading that calculates
specular reflection in a slightly different way. We define the vector H to be the 
vector that lies halfway between the view vector V and the light direction 
vector L. 

The Blinn-Phong specular component is then (N · H)a, as opposed to Phong’s (R 
· V)α. The exponent a is slightly different than the Phong exponent α, but its 
value is chosen in order to closely match the equivalent Phong specular term.







BRDF Plots

A BRDF can be visualized as a hemispherical plot, where the radial distance 
from the origin represents the intensity of the light that would be seen if the 
reflection point were viewed from that direction. 

This term only accounts for the incoming illumination ray L, not the viewing 
angle V. Hence the value of this term is the same for all viewing angles. If we 
were to plot this term as a function of the viewing angle in three dimensions, it 
would look like a hemisphere centered on the point at which we are calculating 
the Phong reflection.







C. Modeling Light Sources



Static 
Lighting

The fastest lighting calculation is the one you don’t do at all. Lighting is 
therefore performed off -line whenever possible. We can precalculate Phong
reflection at the vertices of a mesh and store the results as diff use vertex color 
attributes. 

We can also precalculate lighting on a per pixel basis and store the
results in a kind of texture map known as a light map . At runtime, the light
map texture is projected onto the objects in the scene in order to determine 
the light’s effects on them.





Ambient 
Lights

An ambient light corresponds to the ambient term in the Phong lighting model.
This term is independent of the viewing angle and has no specific direction.

An ambient light is therefore represented by a single color, corresponding to
the A color term in the Phong equation (which is scaled by the surface’s 
ambient reflectivity 𝑘𝑘𝐴𝐴 at runtime). The intensity and color of ambient light 
may vary from region to region within the game world.





Directional 
Lights

A directional light models a light source 
that is effectively an infinite distance
away from the surface being 
illuminated—like the sun. 

The rays emanating from a directional 
light are parallel, and the light itself 
does not have any particular location in 
the game world. A directional light is 
therefore modeled as a light color C 
and a direction vector L.



Point (Omni-
Directional) 
Lights

A point light (omni-directional light) 
has a distinct position in the game 
world and radiates uniformly in all 
directions. 

The intensity of the light is usually 
considered to fall off with the 
square of the distance from the 
light source, and beyond a 
predefined maximum radius its 
effects are simply clamped to zero.



Spot Lights

A spot light acts like a point light 
whose rays are restricted to a cone-
shaped region, like a flashlight. 
Usually two cones are specified with 
an inner and an outer angle. Within 
the inner cone, the light is considered 
to be at full intensity. 

The light intensity falls off as the 
angle increases from the inner to the
outer angle, and beyond the outer 
cone it is considered to be zero



Area Lights

All of the light sources we’ve 
discussed thus far radiate from an 
idealized point, either at infinity or 
locally. 

A real light source almost always has 
a nonzero area—this is what gives 
rise to the umbra and penumbra in 
the shadows it casts.



Emissive 
Objects Some surfaces in a scene are 

themselves light sources. Examples 
include flashlights, glowing crystal 
balls, flames from a rocket engine, 
and so on. Glowing surfaces can be 
modeled using an emissive texture 
map —a texture whose colors are 
always at full intensity, independent 
of the surrounding lighting 
environment. 

Such a texture could be used to 
define a neon sign, a car’s 
headlights, and so on.



8.4 The 
Virtual 
Camera



In computer graphics, the virtual camera is much simpler than 
a real camera or the human eye. We treat the camera as an 
ideal focal point with a rectangular virtual sensing surface 
called the imaging rectangle floating some small distance
in front of it. 

The imaging rectangle consists of a grid of square or 
ectangular virtual light sensors, each corresponding to a single 
pixel on-screen. Rendering can be thought of as the process of 
determining what color and intensity of light would be 
recorded by each of these virtual sensors.



A. View Space



The focal point of the virtual camera is the 
origin of a 3D coordinate system known as 
view space or camera space. 

The camera usually “looks” down the positive 
or negative z-axis in view space, with y up and 
x to the left or right.







B. Projections



In order to render a 3D scene onto a 2D image plane, we use a 
special kind of transformation known as a projection. 

The perspective projection is the most common projection in 
computer graphics, because it mimics the kinds of images 
produced by a typical camera. With this projection, objects 
appear smaller the farther away they are from the camera—an 
effect known as perspective foreshortening .







C. The View Volume and the Frustum



The region of space that the camera can “see” is known as the 
view volume . A view volume is defined by six planes. 

The near plane corresponds to the virtual image-sensing 
surface. The four side planes correspond to the edges of the 
virtual screen. 

The far plane is used as a rendering optimization to ensure that 
extremely distant objects are not drawn. It also provides an 
upper limit for the depths that will be stored in the depth 
buffer









D. Projection and Homogeneous Clip Space



Both perspective and orthographic projections transform 
points in view space into a coordinate space called 
homogeneous clip space . This three-dimensional space is 
really just a warped version of view space. 

The purpose of clip space is to convert the camera-space view 
volume into a canonical view volume that is independent both 
of the kind of projection used to convert the 3D scene into 2D 
screen space, and of the resolution and aspect ratio of the 
screen onto which the scene is going to be rendered.





Perspective 
Projection

http://ogldev.atspace.co.uk/www/tutorial12/tutorial12.html



E. Screen Space and Aspect Ratios



Screen space is a two-dimensional coordinate system whose axes are 
measured in terms of screen pixels. The x-axis typically points to the 
right, with the origin at the top-left corner of the screen and y pointing 
down. (The reason for the inverted y-axis is that CRT monitors scan the 
screen from top to bottom.)

The ratio of screen width to screen height is known as the aspect ratio.
The most common aspect ratios are 4:3 (the aspect ratio of a traditional 
television screen) and 16:9 (the aspect ratio of a movie screen or HDTV).





F. The Frame Buffer



The final rendered image is stored in a bitmapped color 
buffer known as the
frame buffer. 

Pixel colors are usually stored in RGBA8888 format, 
although other frame buffer formats are supported by 
most graphics cards as well. Some common formats 
include RGB565, RGB5551, and one or more paletted
modes.



Render 
Targets

Any buffer into which the rendering engine draws graphics is known as a render 
target . As we’ll see later in this chapter, rendering engines make use of all
sorts of other off -screen render targets, in addition to the frame buffers. These
include the depth buffer , the stencil buffer , and various other buffers used for
storing intermediate rendering results.





G. Triangle Rasterization and Fragments



To produce an image of a triangle on-screen, we need to 
fill in the pixels it overlaps. This process is known as 
rasterization. 

During rasterization, the triangle’s surface is broken into 
pieces called fragments , each one representing a small 
region of the triangle’s surface that corresponds to a 
single pixel on the screen.







Anti-Aliasing

Antialiasing is a technique that reduces the visual artifacts caused by aliasing.
In effect, antialiasing causes the edges of the triangle to be blended with
the surrounding colors in the frame buffer. 

There are a number of ways to antialias a 3D rendered image. In full-screen 
antialiasing (FSAA), the image is rendered into a frame buffer that is twice as 
wide and twice as tall as the actual screen. 

The resulting image is down sampled to the desired resolution afterwards. 
FSAA can be expensive because rendering a double-sized frame means filling 
four times the number of pixels. FSAA frame buffers also consume four times 
the memory of a regular frame buffer.





H. Occlusion and the Depth Buffer



To implement triangle occlusion properly, 
independent of the order in which the 
triangles are rendered, rendering engines use 
a technique known as depth buffering or z-
buffering.





Z-Fighting

When rendering parallel surfaces that are very close to one 
another, it’s important that the rendering engine can distinguish 
between the depths of the two planes. If our depth buffer had 
infinite precision, this would never be a problem. 

Unfortunately, a real depth buffer only has limited precision, so 
the depth values of two planes can collapse into a single discrete 
value when the planes are close enough together. When this 
happens, the more-distant plane’s pixels start to “poke through” 
the nearer plane, resulting in a noisy effect known as z-fighting .



Z-Fighting



W-Buffer



Better to not put multiple closer plane 
together with other planes



The end of Chapter 8
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