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C++ REVIEW AND BEST PRACTICES



CLASSES AND OBJECTS

A class is a collection of attributes (data) and behaviors (code) which together form a 
useful, meaningful whole. 

A class is a specification describing how individual instances of the class, known as 
objects, should be constructed. 

For example, your pet Rover is an instance of the class “dog.” Thus there is a one to-
many relationship between a class and its instances.





ENCAPSULATION

Encapsulation means that an object 
presents only a limited interface to 

the outside world; the object’s 
internal state and implementation 

details are kept hidden.



ENCAPSULATION
A car has a motor. A car has a certain number of 
seats. A car has other features such as CD 
player, A/C etc.

Now a Holden Commodore encapsulates certain 
combinations of the above – i.e. 5 seats, CD 
Player, A/C, a V6.

Encapsulation is the process of hiding the details 
– if you know that all cars have a motor, you 
don’t necessarily need to know that the motor is a 
V6 or V8 most of the time.





INHERITANCE

Inheritance allows new classes 
to be defined as extensions to 
pre-existing classes. The new 
class modifies or extends the 
data, interface, and/or 
behavior of the existing class





MULTIPLE INHERITANCE

Some languages support multiple inheritance (MI), meaning that a class can have more 

than one parent class.

Multiple inheritance transforms a simple tree of classes into a potentially complex 

graph





POLYMORPHISM

Polymorphism is a language feature that allows a collection of objects of different 
types to be manipulated through a single common interface. 

The common interface makes a heterogeneous collection of objects appear to be 
homogeneous, from the point of view of the code using the interface.



Since they are all of Felidae biological family, and they all 

should be able to meow, they can be represented as classes 

inheriting from Felid base class and overriding the meow

pure virtual function





COMPOSITION

Composition is the practice of using a group of interacting objects to accomplish a 
high-level task. Composition creates a “has-a” or “uses-a” relationship between 
classes.

Relationship between objects, where one object owns, or has the other object

 Car has or owns Motor

 When Car is build, it’s motor is built too

 When Car is destroyed, it’s motor is also destroyed



AGGREGATION

An aggregation is a specific type of composition where no ownership between the 
complex object and the sub-objects is implied. When an aggregate is destroyed, the 
sub-objects are not destroyed.

For example, consider the math department of a school, which is made up of one or 
more teachers. Because the department does not own the teachers (they merely work 
there), the department should be an aggregate. When the department is destroyed, 
the teachers should still exist independently (they can go get jobs in other 
departments).



COMPOSITION VERSUS AGGREGATION

Compositions:

 Typically use normal member variables

 Can use pointer values if the composition class automatically handles allocation/deallocation

 Responsible for creation/destruction of subclasses

Aggregations:

 Typically use pointer variables that point to an object that lives outside the scope of the aggregate 
class

 Can use reference values that point to an object that lives outside the scope of the aggregate class

 Not responsible for creating/destroying subclasses



DESIGN PATTERNS

Singleton. This pattern ensures that a particular class has only one instance 
(the singleton instance) and provides a global point of access to it. 

Iterator. An iterator provides an efficient means of accessing the individual 
elements of a collection, without exposing the collection’s underlying 
implementation. The iterator “knows” the implementation details of the 
collection, so that its users don’t have to.

Abstract factory. An abstract factory provides an interface for creating 
families of related or dependent classes without specifying their concrete 
classes.



Singleton

Iterator

Abstract Factory



CODING STANDARDS



WHY AND HOW MUCH?

Primary Reasons:

1. Some standards make the code more readable, understandable, and 
maintainable.

2. Other conventions help to prevent programmers from shooting themselves in the 
foot. For example, a coding standard might encourage the programmer to use 
only a smaller, more testable, and less error-prone subset of the whole language. 
The C++ language is rife with possibilities for abuse, so this kind of coding 
standard is particularly important when using C++.



OPINIONS

 Interfaces

 Good name encourage understanding and avoid confusion

 Don’t clutter the global namespace

 Follow C++ best practice

 Be consistent

 Make errors stick out



DATA, CODE AND MEMORY IN C++



NUMERIC REPRESENTATIONS



NUMERIC BASES

People think most naturally in base ten, also known as decimal notation. In this 
notation, ten distinct digits are used (0 through 9), and each digit from right to left 
represents the next highest power of 10. 

For example, the number 7803 = (7×103) + (8×102) + (0×101) + (3×100) = 
7000 + 800 + 0 + 3.



DECIMAL NUMBERS: BASE 10

Digits: 0, 1, 2, 3, 4, 5, 6, 7, 8, 9

Example:

3271 = 

(3x103) + (2x102) + (7x101) + (1x100)



NUMERIC BASES

And as we know, computers store numbers in binary format, meaning that only the two 
digits 0 and 1 are available. 

We call this a base-two representation, because each digit from right to left 
represents the next highest power of 2. Computer scientists sometimes use a prefix of 
“0b” to represent binary numbers. 

For example, the binary number 0b1101 is equivalent to decimal 13, because 
0b1101 = (1×23) + (1×22) + (0×21) + (1×20) = 8 + 4 + 0 + 1 = 13.



NUMBERS: POSITIONAL NOTATION

Number Base B  B symbols per digit:
 Base 10 (Decimal): 0, 1, 2, 3, 4, 5, 6, 7, 8, 9
Base   2 (Binary): 0, 1

Number representation: 
 d31d30 ... d1d0 is a 32 digit number

 value = d31  B31 + d30  B30 + ... + d1  B1 + d0  B0

Binary: 0,1  (In binary digits called “bits”)
 0b11010 = 124 + 123 + 022 + 121 + 020

= 16 + 8 + 2
= 26

 Here 5 digit binary # turns into a 2 digit decimal #

 Can we find a base that converts to binary easily?



NUMERIC BASES (CONT.)

Another common notation popular in computing circles is hexadecimal

In this notation, the 10 digits 0 through 9 and the six letters A through F are used; the 
letters A through F replace the decimal values 10 through 15, respectively.

So, for example, 0xB052 = (11×163) + (0×162) + (5×161) + (2×160) = 
(11×4096) + (0×256) + (5×16) + (2×1) = 45,138.



HEXADECIMAL NUMBERS: BASE 16

Hexadecimal: 
0, 1, 2, 3, 4, 5, 6, 7, 8, 9, A, B, C, D, E, F

 Normal digits + 6 more from the alphabet

 In C, written as 0x… (e.g., 0xFAB5)

Conversion: BinaryHex

 1 hex digit represents 16 decimal values

 4 binary digits represent 16 decimal values

 1 hex digit replaces 4 binary digits

Example:

 1010 1100 0011 (binary) = 0x_____ ?



DECIMAL VS. HEXADECIMAL VS. 
BINARY

Examples:

1010 1100 0011 (binary) 
= 0xAC3

10111 (binary) 
= 0001 0111 (binary) 
= 0x17

0x3F9 
= 11 1111 1001 (binary)

How do we convert between hex and Decimal?

00 0 0000
01 1 0001
02 2 0010
03 3 0011
04 4 0100
05 5 0101
06 6 0110
07 7 0111
08 8 1000
09 9 1001
10 A 1010
11 B 1011
12 C 1100
13 D 1101
14 E 1110
15 F 1111



SIGNED AND UNSIGNED INTEGERS

To represent a 32-bit unsigned integer, we simply encode the value using binary 
notation. The range of possible values for a 32-bit unsigned integer is 0x00000000 
(0) to 0xFFFFFFFF (4,294,967,295).

To represent a signed integer in 32 bits, we need a way to differentiate between 
positive and negative vales. 

One simple approach would be to reserve the most significant bit as a sign bit—
when this bit is zero the value is positive, and when it is one the value is negative. 

This gives us 31 bits to represent the magnitude of the value, effectively cutting the 
range of possible magnitudes in half (but allowing both positive and negative forms 
of each distinct magnitude, including zero).



UNSIGNED REPRESENTATION

An unsigned integer is an integer that can never be negative and can take only 0 or
positive values. Its range is between 0 and positive infinity.

An input device stores an unsigned integer using the following steps:

1.The integer is changed to binary.

2.If the number of bits is less than n, 0s are added to the left.



HOW WE DIFFERENTIATE

1000 0000 0000 0000

Sign Bit

16-Bit Signed Integers:

16-Bit Unsigned Integers:

0000 0000 0000 0000

Sign Bit

1111 1111 1111 1111

Sign Bit

0111 1111 1111 1111

Sign Bit

Max = 32767Min = -32768

Min = 0 Max = 65535



3.36

Example 3.1

Store 7 in an 8-bit memory location using unsigned representation.

Solution

First change the integer to binary, (111)2. Add five 0s to make a

total of eight bits, (00000111)2. The integer is stored in the

memory location. Note that the subscript 2 is used to emphasize

that the integer is binary, but the subscript is not stored in the

computer.



3.37

Example 3.2

Store 258 in a 16-bit memory location.

Solution

First change the integer to binary (100000010)2. Add seven 0s to

make a total of sixteen bits, (0000000100000010)2. The integer

is stored in the memory location.



FIXED POINT NOTATION

2 173 1

2 86 0

2 43 1

2 22 0

2 11 1

2 2 1

2 2 0

1



FLOATING-POINT NOTATION

The most common standard is IEEE-754. It states that a 32-bit floating-point number will be 
represented with the sign in the most significant bit, followed by 8 bits of exponent, and finally 
23 bits of mantissa.

The value v represented by a sign bit s, an exponent e and a mantissa m is

v = s × 2(e – 127) × (1 + m).

The sign bit s has the value +1 or –1. The exponent e is biased by 127 so that negative 
exponents can be easily represented. The mantissa begins with an implicit 1 that is not actually 
stored in memory, and the rest of the bits are interpreted as inverse powers of two. Hence the 
value represented is really 1 + m, where m is the fractional value stored in the mantissa.



CONVERSION PROCEDURE



FLOATING-POINT NOTATION



ATOMIC DATA TYPES

char - A char is usually 8 bits and is generally large enough to hold an ASCII or UTF-8 
character (see Section 5.4.4.1). Some compilers define char to be signed, while others use 
unsigned chars by default.

int, short, long - An int is supposed to hold a signed integer value that is the most 
efficient size for the target platform; it is generally defined to be 32 bits wide on Pentium 
class PCs. A short is intended to be smaller than an int and is 16 bits on many machines. A long 
is as large as or larger than an int and may be 32 or 64 bits, depending on the hardware.

float - On most modern compilers, a float is a 32-bit IEEE-754 floating-point value.

double - A double is a double-precision (i.e., 64-bit) IEEE-754 floatingpoint value.

bool - A bool is a true/false value.



MULTI-BYTE VALUES AND ENDIANNESS

 Little-endian. If a microprocessor stores the least significant byte (LSB) of a multi-
byte value at a lower memory address than the most significant byte (MSB), we say 
that the processor is little-endian. On a little-endian machine, the number 
0xABCD1234 would be stored in memory using the consecutive bytes 0x34, 0x12, 
0xCD, 0xAB.

 Big-endian. If a microprocessor stores the most significant byte (MSB) of a multi-
byte value at a lower memory address than the least significant byte (LSB), we say 
that the processor is big-endian. On a big-endian machine, the number 
0xABCD1234 would be stored in memory using the bytes 0xAB, 0xCD, 0x12, 0x34.





CATCHING AND HANDLING ERRORS



TYPES OF ERRORS

In any soft ware project there are two basic kinds of error conditions: user errors and 
programmer errors. 

A user error occurs when the user of the program does something incorrect, such as 
typing an invalid input, attempting to open a file that does not exist, etc. 

A programmer error is the result of a bug in the code itself. Although it may be 
triggered by something the user has done, the essence of a programmer error is that 
the problem could have been avoided if the programmer had not made a mistake, 
and the user has a reasonable expectation that the program should have handled the 
situation gracefully.



HANDLING ERRORS



HANDLING PLAYER ERRORS

When the “user” is the person playing your game, errors should obviously be handled 
within the context of gameplay. 

For example, if the player attempts to reload a weapon when no ammo is available, 
an audio cue and/or an animation can indicate this problem to the player without 
taking him or her “out of the game.”



HANDLING DEVELOPER ERRORS

When the “user” is someone who is making the game, such as an artist, animator or 
game designer, errors may be caused by an invalid asset of some sort.

For example, an animation might be associated with the wrong skeleton, or a texture 
might be the wrong size, or an audio file might have been sampled at an 
unsupported sample rate. For these kinds of developer errors, there are two 
competing camps of thought.



HANDLING PROGRAMMER ERRORS

The best way to detect and handle programmer errors (a.k.a. bugs) is often to embed 
error-checking code into your source code and arrange for failed error checks to halt 
the program. Such a mechanism is known as an assertion system;



IMPLEMENTATION OF ERROR DETECTION AND 
HANDLING



ERROR RETURN CODES

A common approach to handling errors is to return 
some kind of failure code from the function in which 
the problem is first detected. 

This could be a Boolean value indicating success or 
failure or it could be an “impossible” value, one that 
is outside the range of normally returned results. 

For example, a function that returns a positive 
integer or floating-point value could return a 
negative value to indicate that an error occurred.



EXCEPTIONS

The biggest problem with error return codes is that the 
function that detects an error may be totally unrelated to the 
function that is capable of handling the problem. 

In the worst-case scenario, a function that is 40 calls deep in 
the call stack might detect a problem that can only be 
handled by the top-level game loop, or by main()



EXCEPTIONS (CONT.)

One way to solve this problem is to throw an exception. 
Structured exception handling (SEH) is a very powerful 
feature of C++. 

It allows the function that detects a problem to communicate 
the error to the rest of the code without knowing anything 
about which function might handle the error. 

When an exception is thrown, relevant information about the 
error is placed into a data object of the programmer’s 
choice known as an exception object.



ASSERTIONS

An assertion is a line of code that checks an expression. If the expression evaluates to 
true, nothing happens. But if the expression evaluates to false, the program is 
stopped, a message is printed, and the debugger is invoked if possible.

Assertions check a programmer’s assumptions. They act like land mines for bugs. They 
check the code when it is first written to ensure that it is functioning properly. 

They also ensure that the original assumptions continue to hold for long periods of 
time, even when the code around them is constantly changing and evolving.



IMPLEMENTATION


